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Figure 2: Causal relationships between POMDP states, actions, rewards, and observations.

2.2 POMDP framework
A POMDP is a generalization of MDPs to situations in which system states are not fully observable. This
realistic extension of MDPs dramatically increases the complexity of POMDPs, making exact solutions
virtually intractable. In order to act optimally, an agent might need to take into account all the previous
history of observations and actions, rather than just the current state it is in.

A POMDP is comprised of an underlyingMDP, extended with an observation spaceO and observation
function Z(·).

2.2.1 Observation function

Let O be a set of observations an agent can receive. In MDPs, the agent has full knowledge of the system
state; therefore, O ≡ S. In partially observable environments, observations are only probabilistically de-
pendent on the underlying environment state. Determiningwhich state the agent is in becomes problematic,
because the same observation can be observed in different states.

Z : S × A #→ ∆(O) is an observation function that specifies the relationship between system states
and observations. Z(s′, a, o′) is the probability that observation o′ will be recorded after an agent performs
action a and lands in state s′:

Z(s′, a, o′) = Pr(Ot+1 = o′ | St+1 = s′, At = a). (4)

Formally, a POMDP is a tuple ⟨S,A, T, R,O, Z⟩, consisting of the state space S, action space A,
transition function T (·), reward function R(·), observation space O, and observation function Z(·). Its
influence diagram is shown in Figure 2.

2.3 Process histories
A history is a record of everything that happened during the execution of the process. For POMDPs, a
complete system history from the beginning till time t is a sequence of state, observation, and action triples

⟨S0, O0, A0⟩, ⟨S1, O1, A1⟩, . . . , ⟨St, Ot, At⟩. (5)
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